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Quantum (computational) supremacy

“When a universal quantum computer performs a
computational task that is beyond the capability of any
classical computer.”

e.g.: the quantum computer solves a problem in under a
day which would take a century on today’s best
supercomputers.

This was always one of the main goals of quantum computing
research, and it may now be on the cusp of being achieved.

This talk: an introduction to the theory of quantum
supremacy1, and some of the proposals to achieve it.

1Term due to Preskill, arXiv:1203.5813
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Quantum (computational) supremacy

Why not demonstrate this using (e.g.) integer factorisation via
Shor’s algorithm?

We could, but we want a problem. . .

With very good theoretical evidence that it’s hard to solve
classically;
Which is as easy as possible to solve with near-term
quantum hardware.

We are OK with the problem not being “interesting” in itself.
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Proposal: random quantum circuits

We could just execute a random quantum circuit2 C (picked
from some distribution), e.g.:

|0〉 R1 • R5 R9 • R13

|0〉 R2 • R6 • R10 • R14

|0〉 R3 • R7 • R11 • R15

|0〉 R4 • R8 R12 • R16

Here the single-qubit Ri gates are random (e.g. picked from
{H,X,Y,Z,T}) and 2-qubit gates are fixed, but there are many
other possibilities.

Then the task is to sample from the distribution on
measurement outcomes p(x) = |〈x|C|0n〉|2.

2Boixo et al., arXiv:1608.00263
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Proposal: commuting quantum circuits

A special case of this model is to consider commuting gates
which are diagonal in the X basis3, a model known as IQP
(“Instantaneous Quantum Polynomial-time”).

|0〉 H • • • T7 H

|0〉 H Z
1
2 Z

3
2 • T4 H

|0〉 H Z
1
2 Z Z H

|0〉 H • • Z T H

Again we would like to sample from the distribution on
measurement outcomes p(x) = |〈x|C|0n〉|2.

3Shepherd and Bremner, arXiv:0809.0847



Proposal: boson sampling

We could send some photons into a linear-optical
interferometer4:

We have detectors on the right-hand side that output a pattern
of detection events.

Again we want to sample from the distribution on
measurement outcomes.

4Aaronson and Arkhipov, arXiv:1011.3245



Mathematical model for boson sampling
An interferometer on m modes is described by an m×m
unitary matrix U. If we have n photons introduced in modes
1, . . . ,n,

Pr[see outcome i1, . . . , in] = |Per(U1,...,n
i1,...,in

)|2

where i1, . . . , in are distinct, US
T denotes the submatrix formed

by taking columns S and rows T of U, and

Per(M) =
∑
σ∈Sn

n∏
i=1

Mi,σ(i)

is the permanent of an n× n matrix M.

Task: Sample from distribution p(T) = |Per(U1,...,n
T )|2 on

subsets T ⊆ {1, . . . ,m} of size n.
Claim: This is approximately a normalised probability
distribution for m� n.
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Theoretical underpinnings

We would like to “prove” that simulating any of the three
previous proposals classically is hard.

Each of them is a sampling problem: given a quantum circuit
C, sample from a probability distribution DC such that
Pr[see outcome x] = p(x).

We can define different notions of accuracy:

Exact sampling
Relative error in each probability: p̃(x) = (1± ε)p(x)
Absolute error in total variation distance:
1
2
∑

x |p̃(x) − p(x)| 6 ε.

Only (at most) the last one is physically realistic, as the
quantum computer itself cannot achieve the other two. . .
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Hardness of exact / relative-error sampling

As we are unlikely to be able to prove classical hardness
rigorously, we use the following approach:

Assume we could approximately sample from the output
probability distribution of an arbitrary quantum circuit
from one of the above families.

Then show this leads to a surprising complexity-theoretic
consequence (along the lines of “P=NP”)

An important ingredient:

Stockmeyer’s approximate counting theorem
Given a classical algorithm that efficiently samples from a
probability distribution p(x), there is a classical algorithm in
the complexity class BPPNP that can efficiently compute
arbitrary probabilities p(x) up to small relative error.



Hardness of exact / relative-error sampling

As we are unlikely to be able to prove classical hardness
rigorously, we use the following approach:

Assume we could approximately sample from the output
probability distribution of an arbitrary quantum circuit
from one of the above families.
Then show this leads to a surprising complexity-theoretic
consequence (along the lines of “P=NP”)

An important ingredient:

Stockmeyer’s approximate counting theorem
Given a classical algorithm that efficiently samples from a
probability distribution p(x), there is a classical algorithm in
the complexity class BPPNP that can efficiently compute
arbitrary probabilities p(x) up to small relative error.



Hardness of exact / relative-error sampling

As we are unlikely to be able to prove classical hardness
rigorously, we use the following approach:

Assume we could approximately sample from the output
probability distribution of an arbitrary quantum circuit
from one of the above families.
Then show this leads to a surprising complexity-theoretic
consequence (along the lines of “P=NP”)

An important ingredient:

Stockmeyer’s approximate counting theorem
Given a classical algorithm that efficiently samples from a
probability distribution p(x), there is a classical algorithm in
the complexity class BPPNP that can efficiently compute
arbitrary probabilities p(x) up to small relative error.



Hardness of exact / relative-error sampling

We can find quantum circuits whose output amplitudes
encode computationally hard quantities.

For example, consider IQP circuits C whose gates are all
picked from the set {eiθX⊗X, eiθX}. Then

〈0n|C|0n〉 = 〈+n|D|+n〉 = 1
2n

∑
x∈{0,1}n

〈x|eiθH|x〉

where D = eiθH is a diagonal matrix, and H is a diagonal
matrix of the form

H =
∑
i<j

αijZiZj +
∑

k

βkZk.

This is a partition function of an Ising model instance.
Computing such partition functions up to small relative error
is known to be #P-hard.
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Notes on this approach

So we have shown that, if there is a classical algorithm that can
sample from the output distribution of C up to small relative
error in each probability, we can solve a #P-hard problem in
the complexity class BPPNP.

This implies that “the polynomial hierarchy collapses” to
the third level, considered very unlikely.

The same idea can be used for almost any “sufficiently
expressive” class of quantum circuits and for boson
sampling.

What we can actually compute using Stockmeyer’s
counting theorem is (1± ε)|〈0n|C|0n〉|2, but this can also be
shown to be #P-hard.

An alternative approach uses postselection to show
computational hardness of classical simulation5.

5Bremner et al., arXiv:1005.1407
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Hardness of additive-error sampling

We would like to prove hardness of sampling from a
probability distribution p̃(x) such that 1

2
∑

x |p̃(x) − p(x)| 6 ε.

Sketch of the idea (for IQP/random circuits):

If p̃ is this close to p, then all but an O(ε) fraction of
probabilities p̃(x) are “close” to corresponding probs p(x)
(up to small additive error).

For each x,
〈x|C|0n〉 = 〈0n|

∏
i,xi=1

XiC|0n〉

so each x corresponds to an amplitude (e.g. Ising model
partition function) for a different random circuit Cx.
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Hardness of additive-error sampling

So if:

1 Computing Ising model partition functions up to small
relative error is hard for “most” instances, and

2 “Most” probabilities are relatively large, so a
small-additive-error approximation implies a
small-relative-error approximation,

then it’s hard to sample from p̃ classically.

Point (2) can sometimes be proven (and is sometimes called an
anticoncentration theorem) but point (1) is still open for all
supremacy proposals.
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The competition from better classical
simulation methods

The above procedure gives some theoretical confidence that
it’s hard to simulate quantum supremacy experiments
classically. But the situation in practice may be different:

Real experiments experience noise, and too much noise
can make the quantum circuit classically simulable

e.g. noisy IQP circuit output distributions can be
approximately sampled from using Fourier analysis6

Real experiments are of a limited size, and classical
simulation algorithms can sometimes be surprisingly fast

e.g. better boson sampling algorithms push supremacy
threshold from ∼ 30 to ∼ 50 photons7

6Bremner et al. arXiv:1610.01808
7Neville et al., arXiv:1705.00686



The competition from better classical
simulation methods

The above procedure gives some theoretical confidence that
it’s hard to simulate quantum supremacy experiments
classically. But the situation in practice may be different:

Real experiments experience noise, and too much noise
can make the quantum circuit classically simulable

e.g. noisy IQP circuit output distributions can be
approximately sampled from using Fourier analysis6

Real experiments are of a limited size, and classical
simulation algorithms can sometimes be surprisingly fast

e.g. better boson sampling algorithms push supremacy
threshold from ∼ 30 to ∼ 50 photons7

6Bremner et al. arXiv:1610.01808
7Neville et al., arXiv:1705.00686



The competition from better classical
simulation methods

The above procedure gives some theoretical confidence that
it’s hard to simulate quantum supremacy experiments
classically. But the situation in practice may be different:

Real experiments experience noise, and too much noise
can make the quantum circuit classically simulable

e.g. noisy IQP circuit output distributions can be
approximately sampled from using Fourier analysis6

Real experiments are of a limited size, and classical
simulation algorithms can sometimes be surprisingly fast

e.g. better boson sampling algorithms push supremacy
threshold from ∼ 30 to ∼ 50 photons7

6Bremner et al. arXiv:1610.01808
7Neville et al., arXiv:1705.00686



The competition from better classical
simulation methods

The above procedure gives some theoretical confidence that
it’s hard to simulate quantum supremacy experiments
classically. But the situation in practice may be different:

Real experiments experience noise, and too much noise
can make the quantum circuit classically simulable

e.g. noisy IQP circuit output distributions can be
approximately sampled from using Fourier analysis6

Real experiments are of a limited size, and classical
simulation algorithms can sometimes be surprisingly fast

e.g. better boson sampling algorithms push supremacy
threshold from ∼ 30 to ∼ 50 photons7

6Bremner et al. arXiv:1610.01808
7Neville et al., arXiv:1705.00686



Some other directions in quantum supremacy
research

More physically realistic proposals8

Better classical simulations9

Verification of quantum supremacy experiments10

Proving unconditional separations11

8e.g. Bremner et al., arXiv:1610.01808; Gao et al.,
arXiv:1607.04947; Bermejo-Vega et al., arXiv:1703.00466

9e.g. Markov et al., arXiv:1807.10749; Neville et al.,
arXiv:1705.00686

10e.g. Hangleiter et al., arXiv:1602.00703; Kapourniotis and Datta,
arXiv:1703.09568

11Bravyi et al., arXiv:1704.00690
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Conclusions

We are on the cusp of quantum computational supremacy,
a critical moment for the field of quantum computing.

There are a number of proposals for how to achieve this,
but many theoretical and practical challenges remain. . .

Getting to this point has involved a very nice interplay
between fundamental theory and applied quantum
computing research.

Thanks!

Quantum computational supremacy. A. Harrow and AM.
Nature 549, pp. 203–209 (2017); arXiv:1809.07442
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