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Piater: “An unsuccessful meta-science that spawns successful scientific disciplines” 
“Catch-22: once we understand how to solve a problem, it is no longer considered 
 to require intelligence…”

Justus Piater

What is AI



Part 1: Shades of reinforcement learning 
 
-the classical basics 
-the quantum elements 

Outline

Part 2: AI beyond machine learning 

-NP problems on quantum computers



Learning P(labels|data) given 
 samples from P(data,labels)

Learning structure in P(data)  
give samples from P(data)

But… what is Machine Learning?

Generalize knowledge Generate knowledge



Environment           

-sequential decision theory 
-psychology

Reinforcement learning & agent-environment paradigm



RL 101
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Old-school RL

Basic concepts:

Policy:
Return:

Environment:  
Markov Decision Process

Figures of merit:

finite-horizon:

infinite-horizon:

Optimality:

It is about sequential decision making



Sooo, is it like supervised learning, 
where “actions” are labels, 
and states are data-points?



Figures taken from Wikipedia

Deebot
DeebotRoomba



“Solving” RL
sensu “finding optimal policies”
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“value of a ‘situation’ under π”
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Why useful?

argmaxa

better than or equal to π itself
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Optimal Q-values 
give the optimal policy

-Learn the optimal Q-values



15

Sooo, is it like regression, 
where Q-values are dependent (response) variables, 

and states are the independent (explanatory) variables?
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Bootstrapping

R =
X

k=0

�krk

= r0 + �R0

(R0 =
X

k=0

�krk+1)

= r0 + �R0

(R0 =
X

k=0

�krk+1)
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Bootstrapping

[current reward]

[depreciated Q-value of the averaged  
‘next situation’]
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Bellman equation:
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Q-Learning

Tabular methods!Can prove convergence  
to optimality in all MDPs



Exploration vs exploitation dilemma

-ε-greedy policies
-softmax / exp(�Q(s, a))



Nice theory you got there… 
it would be a shame if some… 
practice were to happen to it



Problems



23

From pretty MDPs … to Using RL in Real Life ; 
in Real life, I never see the same thing twice (state spaces are BIG)
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Navigating a city…

https://sites.google.com/view/streetlearn

P. Mirowski et. al, Learning to Navigate in Cities Without a Map, arXiv:1804.00168

From pretty MDPs … to Using RL in Real Life ; 
in Real life, I never see the same thing twice (state spaces are BIG)



From pretty MDPs … to Using RL in Real Life ; 
in Real life, I never do the same thing twice (action spaces are BIG)

Skill learning by Autonomous Robotic Playing using Active Learning and Creativity,  
S. Hangl, VD, H. J. Briegel, J. Piater, arXiv:1706.08560 (2017)



• via pure RL:  know only what to do in previously encountered situations

• better:  generalize over personal experiences

• what we actually do: we plan, generate fictitious experiences,  
transfer-learn, learn actively and get taught

conjecture: most human experiences are fictitious (tilted face problem)

So how to do RL IRL



Big spaces - function approximation in Reinforcement learning 
(generalization in RL)

Q(s, a) ! Q(s, a|✓)

main versions:
(s, a) ! approx. Q(s, a)

s ! vector [Q(s, a)]a

value 
based

direct 
policy actor-critic



Function approximation in Reinforcement learning 
(supervised learning in RL)

⇡✓(a|s)
✓t+1 = ✓t + ↵rR(✓t)

-policy gradients 
-direct search methods

value 
based

direct 
policy actor-critic



Function approximation in Reinforcement learning 
(supervised learning in RL)

value 
based

direct 
policy actor-critic

⇡✓(a|s)Q(s, a) ! Q(s, a|✓)
actor critic



That is far from all for RL, let alone for AI
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Ingredients: quantum & rl; 
what is the tastiest cocktail?

Quantum reinforcement learning
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hard computations 
new theory & experiments

AI/ML assisted computation 
machine-assisted research

Figure from: https://hackernoon.com/how-big- 
data-is-empowering-ai-and-machine-learning-4e93a1004c8f32

Quantum-applied reinforcement learning

https://hackernoon.com/how-big-


Quantum-enhanced reinforcement learning ?

Computational complexity Query complexity



Quantum-enhanced reinforcement learning ?

Quantum “program” 
• using QC to combat the bottlenecks of RL

V. Dunjko, J. M. Taylor, and H. J. Briegel, “Quantum-enhanced machine learning,” Phys. Rev. Lett., vol. 117, p. 130501 (2016). 
V. Dunjko, J. M. Taylor, and H. J. Briegel, “Advances in quantum reinforcement learning,” in 2017 IEEE International Conference on Systems, Man, and Cybernetics (SMC), IEEE (2017). 
V. Dunjko, Y.-K. Liu, X. Wu, and J. M. Taylor, “Exponential improvements for quantum-accessible reinforcement learning”, arXiv:1710.11160 (2017).  
V. Dunjko and H. J. Briegel, “Quantum mixing of Markov chains for special distributions”, New Journal of Physics, 17 (2015). 
G. D. Paparo, V. Dunjko, A. Makmal, M. A. Martin-Delgado, and H. J. Briegel, “Quantum speedup for active learning agents,” Phys. Rev. X, vol. 4, p. 031002, (2014).  

 



Coming up:

Classical environment

Quantum-accessible environment

-reflective Projective simulation
-RNN-based approximation schemes

-coherent entry-wise access to MDP 
-quantum-accessible environments
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Dealing with RL in Projective Simulation

generalization problem

The agent organizes  
its experiences and projects  

itself into conceivable situations. 
This is Projective Simulation.

Hans Briegel

Episodic and Compositional Memory

Hopping probability update (e.g.)

unnormalized 
 hopping probability

previous  
value

dissipation  
(forgetting) glow reward

Projective Simulation

https://projectivesimulation.org/



37

Dealing with RL in Projective Simulation

Quantum rPS

Classical
complexity:

Quantum
complexity:

provided initial state is available:

|⇡i �! |⇡Ai

-rank-1 cases: tabular RL (two-layered PS) 
-update algorithms with one constant state 
-locally monotonic distributions

Giuseppe Davide Paparo, Vedran Dunjko, Adi Makmal, Miguel Angel Martin-Delgado, and Hans J. 
Briegel. Quantum speedup for active learning agents. Phys. Rev. X, 4:031002, Jul 2014. 

V.  and H. J. Briegel. Quantum mixing of markov chains for special distributions. New Journal of 
Physics, 17(7):073004, 2015a.  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Function approximation via Boltzmann Machine embedding

Prob((s)1, (s)2, . . . , (a)1, (a)2 . . .)

Percept-specifying 
bits

Action-specifying 
bits

Prob(~a|~s) = Prob(~s,~a)P
~a Prob(~s,~a)

B. Sallans, G. E. Hinton, Reinforcement Learning with Factored States and Actions,  
Journal of Machine Learning Research 5 (2004)

⇡(a|s)
⇡✓(a|s)

⇡(a|s)
⇡✓(a|s)

function approximation

Q(s, a) Q✓(s, a)
function approximation
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-via reflective PS & (R) Boltzmann Machine embedding

Dealing with RL in Projective Simulation

generalization (SL)

⇡ = lim
t!1

P t�

Prob((s)1, (s)2, . . . , (a)1, (a)2 . . .)

Percept-specifying 
bits

Action-specifying 
bits

each circle here represents 
a configuration of circles here

⇡(a|s) = ⇡A|S
Prob(~a|~s) = Prob(~s,~a)P

~a Prob(~s,~a)P = e.g. Gibbs Sampler

Dunjko, Briegel, et al.  
In prep. (2018)

B. Sallans, G. E. Hinton, Reinforcement Learning with Factored States and Actions,  
Journal of Machine Learning Research 5 (2004) 

D. Crawford, A. Levit , N. Ghadermarzy, J. S. Oberoi, and P. Ronagh ,  
Reinforcement Learning Using Quantum Boltzmann Machines 



Quantum Information & Computation, Volume 18 (1-2), pp. 0051-0074 (2018)

Upcoming focus point: “energy-based” value function approximators



Quantum-accessible environments



Env

Quantum gradient estimation and its application to quantum reinforcement learning 
Arjan Cornelissen (MSc thesis)

⇡✓(a|s)✓t+1 = ✓t + ↵rR(✓t)

How? Quantum gradient estimation

Improvement in policy gradients

✓t+1 = ✓t + ↵rR(✓t)



Quantum Algorithms for Solving Dynamic Programming Problems 
(Pooya Ronagh)

-Bellman equations can be solved by linear programming (LP)
-LP can be tackled by the multiplicative weights method [recent SDP methods] 
-which can be enhanced by QO (minimum-finding methods)
-(worst-case) optimal

arxiv:1906.02229



Quantum accessible — classically specified environments

Ideally: classical agents see normal classical environments 
quantum agents see more

Difference to MDP-matrix-access?  
Environments are maps with memory

Super-polynomial and exponential separations for quantum-enhanced reinforcement learning
Vedran Dunjko, Yi-Kai Liu, Xingyao Wu, Jacob M. Taylor;  arXiv:1710.11160 (2017)

Advances in quantum reinforcement learning 
Vedran Dunjko, Jacob M. Taylor, Hans J. Briegel accepted to IEEE SMC 2017 (2017). 

Quantum-enhanced machine learning 
Vedran Dunjko, Jacob M. Taylor, Hans J. Briegel Phys. Rev. Lett 117, 130501 (2016)



(A flavour of) quantum-enhanced reinforcement learning  

1) No-go’s and oraculization

2) “Representational power” of  MDPs

“Sup. learning ⊆ RL”

“Unsup. learning ⊆ RL”



Complicated, and  
genuine RL problem

oraculization 
process 

Oracle 
hiding a necessary “key”

V. Dunjko, Y. Liu, X. Wu,  J. M. Taylor 
Exponential separations for  
quantum reinforcement learning 
https://arxiv.org/pdf/1710.11160.pdf

Encoding of (almost) all oracular separations

polynomial improvements Grover-like amplification 
(a broad class of settings) 

polynomial improvements in meta-learning  

super-polynomial and strictly exponential separations 
(for classes of constructed Markov decision Processes)

https://arxiv.org/pdf/1710.11160.pdf
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“internal processing” speed-ups
query complexity in quantum-accessible environments

Where can this all go? 
autonomy and AI… 
transfer learning and pre-training



Beyond RL 
Learning v.s. planning (“thinking”, “reasoning”)

http://wallpapersdsc.net/other/wile-e-coyote-34836.html

• Connectionists vs. symbolic (Scruffies v.s. neats) 

• Modelling the brain vs. modelling the world 

• System 1 vs. system 2 (Kahneman) 

• AlphaGo (computer games): Policy networks and value networks v.s. MCTS

http://wallpapersdsc.net/other/wile-e-coyote-34836.html
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“Anything finite” 
NP (SAT)

QBF (PSPACE)

NEXPTIME (EPR)

Semi-decidable (FOL)

Undecidable (FOL+LIA)

Symbolic reasoning & computation

effectively propositional logic
practical problems have  
structure that can  
be exploited

credit: Manna, Laarman



Reinforcement learning:  
Goal-achieving policy?

Supervised learning 
training perceptrons under noise

Unsupervised learning:  
sampling from cold Boltzmann

Combinatorial optimization & planning 
playing simple games (sudoku, Lemmings)

Many problems are harder: “do I win chess”, finding good policies in (PO)MDP are PSPACE, 
many games are EXPTIME, and verification of processes is undecidable…

NP-complete COLT:  
consistent hypothesis

NP and learning



f(x1, . . . , xn) = C1 ^ C2 ^ · · ·Ck ^ · · ·CL

Ck = (u _ v _ w), u, v, w 2 {x1, . . . , xn} [ {x̄1, . . . , x̄n}

f(x1, . . . , xn) = (x1 _ x10 _ x̄51) ^ (x̄3 _ x̄10 _ x̄11) ^ (x̄11 _ x̄44 _ x̄51) · · ·

f : {0, 1}n ! {0, 1}

3SAT

(x1 _ x4 _ x10)| {z }
clause or constraint 
all constraints have to be satisfied 

" "
“or” “and”

“NP-hard” problems; 

• optimal solutions are not much better than search (and are mostly search)…  
…because we do not know how to exploit the structure of the problem… 

"flipped bit

does there exist a bit-string for which the formula returns 1 (true)?

Example
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3SAT
Find a proof of 


Riemann’s hypothesis

with less than a million lines


(if it exists)?

Optimal packing
Shortest tours

Traffic flow optimization
Automated proofs

Central to AI problems



What do we want?
To solve NP problems


faster on a QC!!!

When do we want it? Noooow!!!



Can quantum computers help here? 
-fundamental, but…not believed to be in BQP  

Exact algoritms 
-results studied continuously (Montanaro, Ambainis, Aaronson, etc…) 
-Grover, Quantum Walks, Dynamic programming and adiabatic QC 

Approximation algorithms 
-QAOA 

Heuristics 
-exponential run-times… in practice heuristics 
-a class of quantum heuristics: annealers

My interest: quantum-enhanced classical heuristics

Ambainis Montanaro
arXiv:1509.02374 
arXiv:1807.05209



A general question: suppose you have a problem of size n,  
and quantum computer handling m<<n qubits.  

What can you do?

Could be… nothing!  

Good algorithms exploit problem structure.  

Break it by “chunking”, you loose (a lot of) speed. Thresholds 

An example: thresholds when quantum-enhancing a SAT solving algorithm.

VD, Ge, Cirac, arXiv:1807.08970 
(to appear in Phys. Rev. Lett.)



f(x1, . . . , xn) = C1 ^ C2 ^ · · ·Ck ^ · · ·CL

Ck = (u _ v _ w), u, v, w 2 {x1, . . . , xn} [ {x̄1, . . . , x̄n}

f(x1, . . . , xn) = (x1 _ x10 _ x̄51) ^ (x̄3 _ x̄10 _ x̄11) ^ (x̄11 _ x̄44 _ x̄51) · · ·

Schöning:

1. Pick assignment                             randomly. 9? x1, . . . , xn s.t. f(x1, . . . , xn) = 1

3. Find first unsatisfied clause,  
   flip any variable of the clause in the assignment 

2. Check if satisfying; output if is, and terminate 
Do 3n times

A random, gently directed, walk in the space of assignments… 

f : {0, 1}n ! {0, 1}

3SAT



Schöning (1999): if sat. assignment exists, the walk finds it with probability (3/4)n

(4/3)n = 2

�n, � = log2(4/3) ⇡ 0.415...

(3/4)n

(4/3)n = 2

�n, � = log2(4/3) ⇡ 0.415...Monte Carlo:

3SAT



Quantum Schöning / any such sampling algorithm?

Instead of sampling, amplitude amplification (Grover):

Run-time: O⇤(2�n) ! O⇤(2
�
2 n)

How many qubits needed? Cca. 3n qubits just for purified randomness + evaluation

= O⇤(2�qn)

Ambainis ‘04

(3/4)n

(4/3)n = 2

�n, � = log2(4/3) ⇡ 0.415...Monte Carlo:

3SAT

Schöning (1999): if sat. assignment exists, the walk finds it with probability (3/4)n

(4/3)n = 2

�n, � = log2(4/3) ⇡ 0.415...



Grover not enough for search trees…

x x x x x x x✓ x✓

x x x x x x x✓

x
x

balanced

2n ! 2n/2

unbalanced

poly(n) ! 2n/2



What if I have only enough qubits for an m-sized formula? 

Doing it stupidly: just shrink the formula and use as a “small formula solver” 



What if I have only enough qubits for an m-sized formula? 
f(x1, . . . , xn) = C1 ^ C2 ^ · · ·Ck ^ · · ·CL

Ck = (u _ v _ w), u, v, w 2 {x1, . . . , xn} [ {x̄1, . . . , x̄n}

f(x1, . . . , xn) = (x1 _ x10 _ x̄51) ^ (x̄3 _ x̄10 _ x̄11) ^ (x̄11 _ x̄44 _ x̄51) · · ·
x1 = 0

(x10 _ x̄51)

x1 = 1

(true)
x1 = 0

(x10 _ x̄51)

x1 = 1

(true)

Setting some variables shrinks the formula:

x1,x2,x3,x4,x5,x6,x7,x8…(x1 _ x4 _ x10)| {z } (x1 _ x4 _ x10)| {z }
set free



F (~x) ! F

xv (~x|V c)
(x1 _ x4 _ x10)| {z }

formula of size m

Fix xV = x�(1), . . . , x�(n�m)

# solve on QC!

1) 

2)
must do 2n�m

times

What could I do if I have only enough qubits for an m-sized formula? 

Guess some variables:

= O⇤(2((1�↵)·1+↵·�q)n)

↵ = m/n

How fast is this?

(x1 _ x4 _ x10)| {z }
quantum

x1,x2,x3,x4,x5,x6,x7,x8…(x1 _ x4 _ x10)| {z } (x1 _ x4 _ x10)| {z }
set free



Naïve solution - did we win? 

More fundamental threshold than “overheads”… 
Why? Problems (algorithms) have (use) structure… except unstructured search 

How do you chop it up into chunks?

= O⇤(2((1�↵)·1+↵·�q)n) O⇤(2�n) ! O⇤(2
�
2 n)

m > 0.73n

<

↵ <>
1� �

1� �
2

⇡ 0.73



Some algorithms already come chunked!

divide-and-conquerf(x1, . . . , xn) = C1 ^ C2 ^ · · ·Ck ^ · · ·CL

Ck = (u _ v _ w), u, v, w 2 {x1, . . . , xn} [ {x̄1, . . . , x̄n}

f(x1, . . . , xn) = (x1 _ x10 _ x̄51) ^ (x̄3 _ x̄10 _ x̄11) ^ (x̄11 _ x̄44 _ x̄51) · · ·



run  
classically

for quantum 
computer

For these: “standard hybrid approach”

until problem  
small enough

a.k.a. “divide-and-quantum”



Run-time analysis (sketch)

exp (�cn)

exp (�qn)

exp

✓
n� k

n
�c +

k

n
�q

◆�
n

�hybrid

(x1 _ x4 _ x10)| {z }
exp

✓
n� k

n
�c +

k

n
�q

◆
n

�
hybrid run-time ~

if k = α n,

�hybrid = (1� ↵)�c + (↵)�q

↵ = k/n 2 O(1)

n-k

k

exp(�qn) < exp(�hybrid n) < exp(�cn)



Run-time analysis (a catch!)

but what is k? 

-it is the size we can handle on QC 
-but we assume size of QC is m = α n

n-k

k



Run-time analysis (a catch!)

but what is k? 

-it is the size we can handle on QC 
-but we assume size of QC is m = α n

QC size m needed is not equal to k; 

m = m(k,n)= space complexity of quantum algorithm! 

n-k

k



Run-time analysis (a catch!)

n-k

k

�hybrid(n) = (1� ↵)�c + ↵�q

↵ 2 O(1/
p
n)

NO ASYMPTOTIC SPEED-UP! 
What if m = k log(k)? Still no speed-up! 

e.g. if m = k2

but what is k? 

-it is the size we can handle on QC 
-but we assume size of QC is m = α n



Results:  

• speed-ups possible for any ratio α =m/n for a broad class of D&C-
type algos if space-efficient: 
 
O(log(n) + k log(n/k) + k) will do. 

• there are actual algorithms which satisfy the above… but not trivially 

• there are memory structures for this 



General formulation



Is it a useful speed-up? Not for SAT.

�c ! �c � 0.21�(↵)

Correction in the 4th digit of rate… 
But that is the least of our worries (exp. run-time, realistic overheads, etc.)!



Beyond (for “worst case”) 

1) Other worst-case algorithms?  
-Works for Eppstein algorithm for cubic graphs (Ge, VD, arXiv:1907.01258)

2) Beating the *best* (worst-case) algorithms?  
-Works for PPSZ — Using quantum backtracking (Rennela, VD, in prep)
-Always-win setting? Yes, under strong exponential time hypothesis (SETH). 
 (Also, super space-efficient (algorithm for formula evaluation using 1 ancilla)) (Rennela, VD, in prep)

3) Actual improvements in *best* (worst-case) algorithms?



Quantum improvements for Backtracking algorithms: 
D&Q DPLL possible (in prep.) 

- speed-up claims trickier… polynomial cut-offs for practice! 

- re-defining the objective: qHeur solves MORE  

Beyond (towards NP heuristics) 

All formulae

Threshold M

Quantum Threshold Mq
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